[bookmark: _GoBack]This manuscript has previously been submitted to Geophysical Research Letters where we received constructive and positive comments from three reviewers. We have carefully addressed all reviewers’ points and revised the manuscript accordingly before this submission to Ocean Science. The reviews and responses are presented below.

[Reviewer’s comments are inserted in regular font and responses are in blue.]

Please see the following link for information regarding GRL's Science and Presentation Category Ratings: https://publications.agu.org/author-resource-center/grl/ 

Reviewer #1 Evaluations:
Science Category (Required): Science Category 2
Presentation Category: Presentation Category B
Key Points (Required): Yes

Reviewer #1 (Comments to Author (shown to authors):

Comment 1 (C1): The main motivation of this paper appears to be to show that the Identical twin approach overestimates the value of assimilating satellite observations and undervalues the benefit of assimilating temperature and salinity profiles thereby undervaluing the impact of some observational assets. The authors also state their study is first direct comparison of fraternal and identical twin experiments.
Observation impacts on a DA system can be tuned by error estimates, super-observations, cycle length, localisation radius, ensemble size. At any local multivariate analysis point, observation types can compete with each other depending on coverage and their observation error co-variances. As the number of subsurface observations is usually orders below the number of satellite observations a local analysis can be dominated by satellite observations projecting subsurface, particularly in small ensembles with under sampled co-variances. A DA system can be tuned to have less or greater impact from surface/subsurface observations. How can it be proven that the Identical and Fraternal twin DA experiments could not be tuned to achieve similar impacts from observations given that the synthetic observations they assimilate are different?
Response (R): The reviewer seems to suggest that Identical and Fraternal twin experiments could be tuned to give the same result. We don’t think this is a valid point. It comes down to the additional information content here and not tuning. No amount of tuning can make up for the fact that the subsurface observations (i.e. profiles) in the Identical twin, compared with those in the Fraternal twin, contain less additional information content on top of the satellite observation. We have demonstrated it by comparing the DA run assimilating only satellite data with one assimilating both satellite data and profiles (I1 versus I3 in Identical twin and F1 versus F3 in fraternal twin), where the difference between the two indicates the amount of additional information from the profiles. Clearly, we show the difference between I1 and I3 is much smaller than that between F1 and F3, indicating lower information content form profiles in Identical twin. We have added some text in the revised manuscript to make it clearer (added text is underlined here): 
“… such additional benefits of assimilating temperature and salinity profiles on model-simulated temperature and salinity fields are not observed in the identical twin experiments, which already yield much greater improvements when assimilating SSH and SST alone. It follows that, the additional information content in the subsurface observations (i.e., profiles) within the identical twin system is much smaller than that for the fraternal twin.”
Additionally, we don’t think we should tune the Fraternal and Identical twin set-ups differently.  It does not seem justifiable to choose different parameters from the reviewer’s list for one of the two set-ups that we are comparing. The same parameters should be used for both since we are directly comparing them.
Lastly, we are not trying to prove that Identical and Fraternal twins could not be tuned to achieve similar impacts. It is probably possible to tune both in such a way that the subsurface information has no impact in either (an extreme case), but this is obviously not the point of the assimilation test. We are trying to prove that for a reasonably set up twin experiments, the Fraternal and the Identical twin give different results with respect to observation impact.

C2: L34 DA is also used in areas other than ocean, the statement reads as if it only pertains to ocean.
R: The sentence has been deleted.

C3: L38 The artificial observations sub-sampled from the model for the twin experiments cannot properly be regarded as 'independent' as model state variables are highly correlated.
R: The sentence has been deleted.

C4: L61 "But in practice, the value of such an assessment is limited because it does not consider independent observations". How do you deal with the highly correlated synthetic observations that come from Fraternal and Identical Twins for independence?
R: ‘Independent observations’ here refers to the unassimilated observations that are used for assessing the DA system. We agree that the synthetic observations sampled from the ‘truth’ for independent assessment are not strictly ‘independent’ from those that have been assimilated into the model. This is not only true for the twin framework but also true in the real ocean system where different properties (and the corresponding observations) could be highly correlated.  
We left the term ‘independent observations’ in the text as it is because it’s conventional in DA literature to refer the unassimilated observations being used for assessment as ‘independent observations’. To make it clearer, we add some explanations following the term as below (added text is underlined here):
 “… independent observations (i.e., observations that have not been assimilated into the system).”

C5: L111 Assimilation impact on subsurface flow - how is this verified?
R: This is verified by comparing the differences between subsurface flows simulated from the data-assimilative model run and free model run without assimilation.

C6: L119 We demonstrate identical twin yields misleading conclusions - has not this already been demonstrated by Halliwell 2014 and in the atmospheric sciences?
R: As we stated, we demonstrate this for the first time for an ocean DA system. It has not been shown by Halliwell et al 2014. They only present Fraternal twin experiments. The fact that this has been demonstrated in atmospheric DA applications has not prevented the use of Identical twin experiments in ocean DA applications. That is why we believe showing this for an ocean application is important. Also note comment from Reviewer 3.

C7: L120 Demonstrate improved skill in surface translates to subsurface - yes it will if model and covariances are ok?
R: Yes, a good model and covariances are important for translating the surface information to subsurface. But the information content within the surface observations is also essential, as demonstrated by our comparisons of fraternal versus identical twin experiments.

C8: L157 observations
R: Done.

C9: L171 This deviates from the definition of Fraternal twin given by Halliwell 2014. To what extent are the results from a different model adding the 'missing error growth' required by the fraternal twin.
R9: True in Halliwell et al. 2014 the term "Fraternal twin" refers to the approach where the same ocean model type is used, but with significantly different choices of model parameters, subgrid-scale parameterizations, horizontal and vertical resolution, bathymetry, etc.  However, Halliwell et al. 2014 also stated that “…These requirements can be substantially realized by using two different model types and running the forecast model at lower resolution to introduce additional truncation errors…”.  Therefore, our study employs two different model types, which goes a bit further than the ‘Fraternal twin’ defined by Halliwell et al. 2014 but is desired in an ideal OSSE system (as also commented by Reviewer 3).  We have added some text in the manuscript to explicitly define our ‘Fraternal twin’.
The revised text now reads (added text is underlined here):
“Conventionally, if the chosen “truth” and forecast runs are from two different model types or significantly different configurations of the same model type (e.g., using different physical parameterizations and/or spatial resolution), the method is referred to as the ‘fraternal twin’ approach; if the same model but with perturbed initial, forcing or boundary conditions is used, the method is referred to as ‘identical twin’ approach (Halliwell et al., 2014).  In addition to validating DA systems, twin experiments are used for Observing System Simulation Experiments (OSSEs) that evaluate the impact of different ocean observing system designs on predictive skill (e.g., Oke & O’Kane 2011; Halliwell et al. 2015, 2017). Ideally, the “truth” and forecast simulations in the twin system used for the OSSE should be from two different models.”
We also added text in Lines 77-78:
“… we use an ocean DA system for the Gulf of Mexico (GOM) to compare and contrast the fraternal and identical twin approaches in an assimilation impact assessment. We use ‘Fraternal twin’ to refer to the case where two different models are used.”
As presented in Section 3.1, the two different model types used in this study meet the requirements suggested by Halliwell et al 2014, namely i) the differences between the free run and the “truth” should grow at the same rate as errors that develop between the state-of-the-art ocean models and the true ocean (this is illustrated by the revised Fig. S1, now Fig. 2 in the manuscript); and ii) the free run is able to reproduce the main features of the simulated phenomenon (i.e. the LC intrusion) with some realism, and that there are sufficient differences between the free and “truth” runs for the assimilation method to correct (previously Fig. S2, now Fig. 3).
[image: ]
Fig. 2. Time series of MAD error (cm) averaged over the open Gulf (excluding shelf regions shallower than 300 m) for free run’s SSH in relative to the SSH from the real satellite observations (black dashed line), the “truth” in the fraternal (red) and identical (blue) twin experiments, respectively. The colored solid lines are linear regressions of the time series, where the slope values represent the respective MAD error growth rate in unit of cm/day. 

C10: L182 Can see why you did this as different models have different MDTs. I don't think that the approach to assimilate SSH directly is an advantage. Assimilation of SLA is more common. As long as the reference MDT is removed from both observations and model, DA system tends to work reasonably well. Regardless, mismatches in MDTs can produce biases. This can be ameliorated by running SLA bias correction scheme. With assimilation of SSH without removing MDT from observations or model, the problem of a mismatching reference still exists. How is this dealt with?
R: We are essentially assimilating the SLA information. ROMS model outputs SSH that is equivalent to the sum of MDT and SLA in altimetry. Therefore, in Fraternal twin when assimilating the SSH from other model type (i.e., HYCOM), we first removed HYCOM’s MDT to obtain their SLA information and then added with ROMS’s MDT to ensure the information assimilated into ROMS is equivalent quantity to what ROMS model produces. Such treatment is equivalent to what Reviewer suggested - removing the reference MDT from both observations and the assimilative model.

C11: L197 A 20 member ensemble with a 4km resolution high dimensional model maybe too small to capture the relevant growing error modes and sample the covariances adequately. Usually the minimum for a realistic EnKF forecast system is O(100) members. Have the authors diagnosed the health of their DA system with metrics such as Degrees Freedom Signal (DFS) and Spread Reduction Factor (SRF) to know that the ensemble size captures more than just one or a few error modes and that the analysis is not over-damping these modes or creating strange looking increments.
R: In practice, 20-member ensembles have been used in realistic DA applications (e.g., Hu et al., 2012; Mattern et al., 2013). Stating that O(100) members should be used is moot if this is not what is done one practice.
We have also carefully selected the localization radius and inflation factor based on initial tests, as described in the manuscript (Lines 187-195), to prevent the potential negative effects of spurious correlations between distant grid points and to account for the potential underestimation of the forecast error covariance due to the small ensemble size.
Hu, J., Fennel, K., Mattern, J. P., & Wilkin, J. (2012). Data assimilation with a local Ensemble Kalman Filter applied to a three-dimensional biological model of the Middle Atlantic Bight. Journal of Marine Systems, 94, 145–156. https://doi.org/10.1016/j.jmarsys.2011.11.016
Mattern, J. P., Dowd, M., & Fennel, K. (2013). Particle filter-based data assimilation for a three-dimensional biological ocean model and satellite observations. Journal of Geophysical Research: Oceans, 118, 2746–2760. https://doi.org/10.1002/jgrc.20213

C12: L208 Neglect the science for compute resources?
R: Please see our response to C11.

C13: L211 50 km is a very small localisation radius. Is this because of the very small ensemble size? It suggests there are spurious correlations at relatively small spatial scales.
R: Considering that the baroclinic Rossby radius is 30 to 40 km in the central GOM (Oey et al., 2005), we believe localization radius of 50 km is a reasonable choice for our application. 
Furthermore, in practice the localization radius and inflation factor (the other important parameter that is often applied for preventing the potential negative effects from using relatively small ensemble) are selected by finding the values that best reduce the model-data errors without causing ensemble collapse or generating discontinuities in the analyzed fields.  We have tested different values for localization radius (i.e., 50, 75, 100 km) and inflation factors and find the optimal pair of the values for our application (localization radius of 50 km and inflation factor of 1.05).
To make it clearer, we have added following text in the manuscript: 
“The choice of localization radius and inflation factor are based on initial tests and takes into account that the baroclinic Rossby radius in the central GOM is 30 to 40 km (Oey et al., 2005) to avoid choosing too small localization radius value.”
Oey, L.-Y., & Lee, H.-C. (2003). Effects of winds and Caribbean eddies on the frequency of Loop Current eddy shedding: A numerical model study. Journal of Geophysical Research, 108(C10), 3324. https://doi.org/10.1029/2002JC001698

C14: L236 Assimilation of SSH not SLA?
R: Please see our response to C10.

C15: L246 The criterion by Halliwell 2014 is that errors should grow at similar rates, which they appear to do so in S1, not that the magnitudes are similar, which they are not?
R: That’s correct. We have revised Fig. S1 (now Fig. 2) to include the error growth rates. Please see our response to C9. 
Also, we have revised the sentences as suggested (changed text is underlined here):
“We first examine the credibility of the fraternal and identical twin setups by comparing the error growth rates in SSH between the free run and the “truth” for both twins (Fig. 2). The fraternal twin has a slightly higher error growth rate (0.048 cm/day) than the identical twin (0.040 cm/day), but both are of similar magnitude to that between the free run and real observations (0.042 cm/day). This meets the requirement suggested by Halliwell et al. (2014) that the errors between the free run and the “truth” should grow at a similar rate as errors that develop between the state-of-the-art ocean models and the true ocean.” 

C16: Figure S1 Could show bias as well as its stated that Identical underestimates its own bias?
R: We do not understand this comment. No action taken. 

C17: L260 Figure S3 - are the stats for the free run with respect to observations comparable to Fraternal twins, given the truth reference is different. The HYCOM DA system has its own errors with respect to obs. What are the forecast errors of the Fraternal truth?
R: The reviewer might have misunderstood Fig. S3 (and S4 in comment C18).  The MAD values for the free run and DA runs (F1, F2, F3) are all in relative to the HYCOM ‘Truth’ reference.  Real satellite observations of SSH have only been used in computing the error growth of free run in Fig. S1 (now Fig. 2 in the revised manuscript), but not in any other calculation of skill metrics.

C18: S4 I don't think the stats are comparable for a difference in MAD when free is compared to real observations and Fraternal is compared to Fraternal 'truth'. Also, if the free run is compared to actual observations as in S1 how is subsurface T and S a gridded field?
R: Please see our response to C17. Both the free run and fraternal twin F3 run are compared to Fraternal ‘Truth’. No actual observations have been involved.

C19: L331 If the covariances are well sampled, otherwise can deteriorate the subsurface.
R: Agreed. 

C20: L366 Value of additional profiles underestimated - does this actually need fraternal or identical twin experiments?
R: Yes, such underestimation of the value of additional profiles have not been well recognized in ocean OSSEs while our direct comparisons of fraternal versus identical twin experiments is a clear illustration of that. 

C21: L373 'error growth' gets quite a few mentions as having been assessed, however, there is no evidence that this has been quantified.
R: Please see our responses to C9 and C15. 

C22: L376 Should calculate error growth for all observed variables and for a control. How did you calculate error growth, at what lead time is error growth saturated?
R: Please see our responses to C9 and C15. We only calculate the error growth rate for SSH which is observable in real ocean and could reflect the dynamics of subsurface density structures. We didn’t observe a saturation time for our 6-months model simulation.  

C23: L378 These comments suggest authors questioning the credibility of their own experiments.
R: We disagree here. We are not questioning the credibility of our experiments but raising the awareness that assessing error growth in just one ocean property (i.e. the error growth rate in SSH) appears to have been insufficient for designing credible twin experiments.  We have modified the sentence to: 
“In all, our results clearly support the use of the fraternal over the identical twin approach, but they also hint that other criteria in addition to assessing the rate of error growth between the forecast run and “truth” are needed to obtain more credible impact assessment from fraternal twin.”

C24: Figure 1. Truth in F1-F3 is different to truth in I1-I3? How do we interpret the stats? Shouldn't all the experiments be compared to actual observations and forecast innovation errors used to assess their performance and impacts.
R: The reviewer might have misunderstood our fraternal and identical twin setup. We have deliberately set a different “Truth” for fraternal twin F1-F3 (a HYCOM ‘Truth’ run) and identical twin I1-I3 (a ROMS ‘Truth’ run). And the performance and impacts of F1-F3 and I1-I3 are compared to their respective “truth”. 

C25: L588 The Fraternals have larger errors than Identicals - a result by design - but the reference 'truth' is different. Are these stats actually comparable?
R: Please see our response to C24. 



Reviewer #2 Evaluations:
Science Category (Required): Science Category 2
Presentation Category: Presentation Category B
Key Points (Required): Yes

Reviewer #2 (Comments to Author (shown to authors):

C1: The paper examines the ability for OSSEs to represent necessary characteristics in simulation. The dynamical problem is mesoscale eddies consistent with the model resolutions of 5 km.
When measured relative to "truth" (the global 1/12{degree sign} assimilative HYCOM) the supplemental results show the Mean of the Absolute Value of the Deviations (MAD) of Sea Surface Height (SSH) of the ROMS free run using the initial condition from HYCOM has error levels throughout a 40 day forecast consistent with the ensemble means of the fraternal and identical twin runs using 20 ensemble members each and evaluating the ensemble mean relative to "truth".
The results show that an incorrect conclusion can be reached when using only identical twin experiments in OSSEs. Some of the conclusions reached in the manuscript are overreaching and need to be worded correctly.
R: We have carefully modified the statements where the reviewer feels we were overreaching, as detailed in responses to the comments below.

Significant comments / concerns:

C2: "This meets the requirement suggested by Halliwell 245 et al. (2014) that the differences between the free run and the "truth" should grow at the 246 same rate as errors that develop between the state-of-the-art ocean models and the true 247 ocean." - However, error evaluations relative to the true ocean are not provided.
R: We calculated the ‘errors between the state-of-the-art ocean models and the true ocean’ as the MAD errors between the free run SSH and the satellite SSH observations in Fig. 2 (the original Fig. S1). The error growth rate has also been included in our revised version. Please see our response to Reviewer 1’s comments C9 and C15.  

C3: Figure S2 indicates some very different structure in the upper 300 m when comparing the HYCOM and ROMS runs. To know if the dynamical representation is similar between the setups of HYCOM and ROMS would require decades of run time. There appear to be significant differences between the model systems that do not seem to be a result of examining just a snapshot. There is certainly a LC intrusion in both systems, but the vertical structure differences can lead to incorrect conclusions.
R: Yes, but the point is not that the dynamical representations have to be similar. In fact, the point is that there should be some differences in the dynamical representations in a Fraternal twin, because there are necessarily differences between a numerical model’s dynamical representation of reality and the reality.

C4: "The MDTs of the HYCOM and ROMS models were obtained by averaging their respective daily SSH outputs from 2010 to 2016." How different are the MDTs from the two models? This can lead to substantial issues when sampling one model and assimilating into another.
R: The reviewer may have misunderstood our treatment here. We recognized the difference in the MDTs from two models, hence we remove their MDTs to avoid the issue. 

C5: "This highlights the value of collecting in situ salinity profiles." No. The conclusion we can reach is that identical twin studies may reduce or overstate the effect of data types. There is no data from the real world involved in the study at hand. Therefore, we can make no conclusion relative to the real world. The ROMS system uses "truth" derived either from the global HYCOM system or from another ROMS system. The difference in results generated by the two are quite different as seen in Figure S2. We do not know if the two "truth"s are representative of a real world situation. How much does the real world differ from the "truth" based on HYCOM or ROMS? Which dynamical system setup is more correct? Is either of the "truth" solutions statically within the variability of the real world? We do not know. The answers to these questions can change the conclusion on the impact of the value of in situ profiles.
R: Agree, we don’t mean to relate either ‘truth’ to the real-world situation. As suggested, we modified the statement to (changed text is underlined here):
“This highlights the value of assimilating salinity profiles to constrain model salinity fields. The importance of salinity measurements has also been reported in the realistic DA configuration by Halliwell et al. (2015).” 

C6: The abstract states "Such biases can lead to an undervaluation of some observing assets (in this case profilers) and thus misguided distribution of observing system investments." - which is reasonable as it states that the biases *can* lead to undervaluation. The statement in line 337 is just too strong.
R: The problematic statement has been revised as we responded to C5. 

C7: "Another major difference between the fraternal and identical twin approaches lies in the assimilation impact on subsurface circulation. In the fraternal twin experiments, assimilating satellite altimetry is most effective in constraining large to mesoscale structures on the order of 100 km that dominate the deep GOM but has less impact on the circulation near the DwH spill site where submesoscale processes (100 m - 10 km) prevail." - No, we cannot reach this conclusion based on the results. The ROMS model resolution is 5 km, which realistically represents linear processes of wavelengths larger than about 100 km. Nonlinear processes such as eddies are represented at wavelengths larger than 200 km. So there is no representation and therefore influence of submesoscale features in the results.
R: We agree and have modified the sentence to (changed text is underlined here):
“Another major difference between the fraternal and identical twin approaches lies in the assimilation impact on subsurface circulation. In the fraternal twin experiments, assimilating satellite altimetry effectively constrains the large to mesoscale structures on the order of 100 km that dominate the deep GOM. The improved circulation in deep GOM  has a positive but relatively limited impact on the circulation near the DwH spill site, which is located in the transition zone between the open Gulf (where the circulation is dominated by the mesoscale LC and its eddies) and the shelf (where currents are largely driven by wind and density forcing).”

Minor comments / concerns

C8: "SSH and SST are sampled weekly at every fifth horizontal grid point to yield a spatial resolution similar to that of the real satellite SSH and SST observations (both at 1/4{degree sign} resolution) assimilated in the realistic configuration." - I assume the authors refer to AVISO 1/4 {degree sign} gridded SSH products, which do not necessarily reflect the underlying time-space distribution of the observations. A minor point.
R: The sentence was changed to: 
 “SSH and SST are sampled weekly at every fifth horizontal grid point to yield a spatial resolution of ~1/4.”

C9: "In addition, SSH in regions shallower than 300 m is not used for assimilation because satellite altimetry data is less accurate in coastal areas." - No, the satellite SSH is equally accurate regardless of the thickness of the water layer. As long as land is not contaminating the radar signal, the satellite altimeter works as expected even across rivers as has been shown. The relation between SSH and subsurface T&S is quite different between deep areas where dynamics are primarily geostrophically balanced and shelf areas where wind and other forcing effects lead to substantial deviation from geostrophy.
R: As suggested, we have modified the statement to (changed text is underlined here): 
 “SSH in regions shallower than 300 m is not used for assimilation because dynamics in shelf areas where wind and buoyancy forcing dominate could substantially deviate from the geostrophic state weakening the correlation between SSH and subsurface temperature and salinity fields.”

C10: "Since the same model architecture is used in free and reference runs, there is no need to correct MDT when sampling SSH observations." - Two runs of the same model starting with different initial conditions can lead to quite different MDT because instabilities have long time period.
R: We double-checked and found this not to be an issue (the simulations are only run for six months).

C11: "We used an ensemble of 20 as it was the largest size feasible given the computing resources available to us and found this to work well in our application." - The error in the sample variance goes as 1/N, so the error in the sample standard deviation goes as 1/sqrt(N), which is about 0.22 for N=20. Localization removes correlation errors that are far from a location but does not reduce the errors within the local area. How does the accuracy of the ensemble estimated covariance change the results?
R: An ensemble size of 20 is our practical choice, but such size has also been successfully used in other realistic DA applications (e.g., Hu et al., 2012; Mattern et al., 2013). Since the same ensemble size and DA configuration have been applied in both identical and fraternal twin experiments, we don’t think the accuracy of the ensemble estimated covariance would change our results or conclusions.
Hu, J., Fennel, K., Mattern, J. P., & Wilkin, J. (2012). Data assimilation with a local Ensemble Kalman Filter applied to a three-dimensional biological model of the Middle Atlantic Bight. Journal of Marine Systems, 94, 145–156. https://doi.org/10.1016/j.jmarsys.2011.11.016
Mattern, J. P., Dowd, M., & Fennel, K. (2013). Particle filter-based data assimilation for a three-dimensional biological ocean model and satellite observations. Journal of Geophysical Research: Oceans, 118, 2746–2760. https://doi.org/10.1002/jgrc.20213

C12: "The reduction in salinity MAD is relatively small in F1 but larger in F3 where additional temperature and salinity profiles are assimilated (Fig. S4 in the supplement)." - It is expected F1 would have lower errors relative to the free run. It would be more valuable to see the difference between the (F1 - truth) errors and (F3 - truth) errors. That is, how much does F3 reduce errors relative to F1?
R: Yes, it is expected that both F1 and F3 would lower MAD errors relative to the free run. We therefore compare the MAD difference between F3 and free (Fig. S4 a, b) with the MAD difference between F1 and free run (Fig. 4b, c) to show how much more errors can F3 reduce.  We prefer to not change the present figures as we think they are effective in showing the difference in error reductions. 


Reviewer #3 Evaluations:
Science Category (Required): Science Category 3 [Note that the Reviewer meant to choose 2, see below.]
Presentation Category: Presentation Category A
Key Points (Required): Yes

Reviewer #3 (Comments to Author (shown to authors):
C1: The authors present analyses designed to demonstrate that the identical twin approach to observing system impact studies produces provides biased assessments. The assessment of new observing systems and strategies using the OSSE framework requires that the truth be represented by a Nature Run (NR), which is produced by an unconstrained simulation performed by a state-of-the-art ocean model at very high resolution. If this model represents the ocean phenomena of interest with sufficient realism, the NR can then be used to represent the "truth". Observations simulated from the NR are then assimilated into a different ocean model (the forecast model, or FM) to assess impacts based on error and bias reduction with respect to the truth (NR). The FM must differ significantly from the NR for credible impact assessments to be obtained. Specifically, error growth between unconstrained runs of the two models must be similar to error growth between the best ocean models and the actual ocean. As is well understood in the Meteorology community, and is becoming increasingly understood in the Oceanography community, the use of the same model for the NR and FM (perhaps differing only in forcing, ICs, and BCs) will likely result in error growth between the two models that is too slow. This identical twin approach will therefore lead to biased impact assessments.
To my knowledge, this is the first paper to quantitatively isolate the negative impacts of using the identical twin approach. The authors implement a multi-variate EnKF system to compare impact assessments for two broad cases: one that uses the same ocean model for the truth and FM (ROMS), and another that uses different models (HYCOM for truth and ROMS for FM). In general, the initial errors in the free run with respect to the truth are smaller in the identical twin case as expected, and substantially larger percentage error reduction tends to be achieved. The procedures employed in the study do not strictly follow all of the guidelines for OSSEs (e.g. the HYCOM truth used data assimilation). However, the authors do not claim to be performing true OSSEs. Instead, they narrowly focus on the issues associated with using the same model versus different models to perform the assessments, and provide adequate analyses to document this.
I rate this paper presentation category A - it is generally well written and requires minimal editorial improvement. I also rate this paper science category 2. There are still many people, particularly in the ocean community, who do not understand key requirements to perform credible observing system impact assessments. This paper can raise awareness of one key issue with respect to proper selection of ocean models to perform such assessments.
R: We thank the reviewer for the encouraging comments and have carefully addressed all comments as detailed below.

The authors should consider the following in revising the paper:
C2: A minor issue that should be corrected involves nomenclature. The use of the same model as the NR and FM to perform OSSES is properly referred to as the identical twin approach. However, the term "fraternal twin" refers to the situation where the same ocean model is used, but with significantly different choices of model parameters, subgrid-scale parameterizations, horizontal and vertical resolution, bathymetry, etc. The ideal OSSE system actually involves using two different models. Given that two different models are used here, use of the term "fraternal twin" will be confusing to the atmospheric and oceanic OSSE communities, and should be dropped.
R: Yes, the term "fraternal twin" in Halliwell et al. (2014) refers to the case where the same ocean model type but different model configurations is used.  However, Halliwell et al. 2014 also stated that “…These requirements can be substantially realized by using two different model types and running the forecast model at lower resolution to introduce additional truncation errors…”.  Therefore, our study employs two different model types, which goes a bit further than the ‘Fraternal twin’ defined by Halliwell et al. 2014 but, as reviewer points out, is desired in an ideal OSSE system.  We would prefer to stick with the term ‘fraternal twin’ but have added some text in the manuscript to avoid confusion. 
The revised text now reads (added text is underlined here):
“Conventionally, if the chosen “truth” and forecast runs are from two different model types or significantly different configurations of the same model type (e.g., using different physical parameterizations and/or spatial resolution), the method is referred to as the ‘fraternal twin’ approach; if the same model but with perturbed initial, forcing or boundary conditions is used, the method is referred to as ‘identical twin’ approach (Halliwell et al., 2014).  In addition to validating DA systems, twin experiments are used for Observing System Simulation Experiments (OSSEs) that evaluate the impact of different ocean observing system designs on predictive skill (e.g., Oke & O’Kane 2011; Halliwell et al. 2015, 2017). Ideally, the “truth” and forecast simulations in the twin system used for the OSSE should be from two different models.”
We also added text in Lines 77-78:
“… we use an ocean DA system for the Gulf of Mexico (GOM) to compare and contrast the fraternal and identical twin approaches in an assimilation impact assessment. We use ‘Fraternal twin’ to refer to the case where two different models are used.”

C3: The paper concludes that the identical twin approach overestimates the impact of altimetry assimilation but underestimates the impact of profile assimilation. This may not be true because the relative impacts may depend on the order of assimilation. The impact of profile assimilation alone may be overestimated while adding altimetry may lead to an underestimate of impact. The authors should run experiments to test this and refine this conclusion.
R: For our DA method, on each assimilation date, the observations (altimetry and profiles) are assimilated simultaneously at one single step and hence independent of the order.  We have added following sentence to make it clearer in the manuscript (added text is underlined here):
“Observations are assimilated weekly from 2 April to 3 September 2010 updating the 3D temperature and salinity fields. On each assimilation date, the observations (regardless of observation types) are assimilated simultaneously at one single step.”

C4: The authors correctly argue that (what they refer to as the) fraternal twin approach is far from perfect. As stated, this leaves a negative impression of OSSE systems. While true, these limitations are well understood by leaders in the atmospheric and oceanic OSSE communities. OSSE systems need to be thoroughly evaluated and calibrated before results are presented. This process includes comparing unconstrained NR and FM simulations to demonstrate that realistic errors exist between the models; i.e., that the solutions are not too similar or too dissimilar. It also includes performing twin experiments in the OSE (real obs.) and OSSE (synthetic obs.), each assimilating the identical set of observations, to demonstrate that similar impact assessments are obtained. No OSSE system is perfect, but the authors should acknowledge that these approaches are used to make impact assessments as credible as possible.
R: We have modified the text in the discussion as follows:
“In all, our results clearly support the use of the fraternal over the identical twin approach, but they also hint that other criteria in addition to assessing the rate of error growth between the forecast run and “truth” are needed to obtain more credible impact assessment from fraternal twin.”
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